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Our Background

In collaboration with taxonomists at RBGE we are developing (relational) database applications for creating and storing taxonomic descriptions of botanical specimens. Our work arose from the observation that there is no standard data model for saving description data, nor are their standardized description terminologies for recording data. This lack of definition means that it is difficult to interpret, share and reuse data (even if it has been saved in an electronic format). Our conceptual model of descriptions decomposes characters into atomic statements (Description Elements) composed from terms defined in a shared description ontology. Qualitative DEs record a state for a property of a given structure, whilst quantitative DEs record the score for a property of a given structure.

Below I have recorded some points that occurred to me as I was attempting to get to grips with the SDD Schema (or at least the parts of it that I could follow, I'm afraid that I gave up on Keys…). I am not looking for answers to the questions that I raise, and I know that you do have answers for some of them; I am just trying to highlight the sort of issues that a 'newbie' thinks of as he reads the schema. 

1. General Points on the SDD Schema

a. Complexity of SDD

'The SDD subgroup was established to develop an international XML-based standard for capturing and managing descriptive data for organisms'

· It is not clear to me whether SDD is proposing this schema as 

· a unifying schema to which different description formats would map their own schema 
or 

· whether the SDD schema is being proposed as a schema for developers to (partially) implement when designing applications and repositories for capturing descriptive data.

The richness/complexity of the schema would suggest the former; any individual implementation/application would be unlikely to use all (many?) of the schema elements in the foreseeable future.

From our own collaborative experiences with botanical taxonomists, data models and structures hold no interest to them in practice, and they find even our simple conceptual model of character description complex to understand. Probably few working taxonomists would wish to interact at any level with the SDD schema and applications would have to achieve this mapping transparently.

b. Description Model

· I find it difficult to dissect your conceptual model of what a description is from the schema – do you have this represented somewhere in a simple form?

· Was the schema/model  based on what you observed descriptions are or what your model proposes they should be…Presentation of  models for each description format (natural language, vs 'coded')  would enhance (my) ability to understand the schema.

c. Translation and multiple language representations

I agree that multilingual repositories of descriptive data are desirable, but doubt whether they are realistic. I wonder whether this is a worthwhile/achievable goal of the initial SDD schema – even if alternative representation elements are present just as placeholders, their presence does give the implication that alternative language representations are possible. [Is this a purely political incorporation?]. It is not clear whether SDD proposes that a single document can include multiple language representations, or whether these would form separate documents, conforming to the same standard.

From our personal observations, botanical taxonomists working in the same language, even in closely related fields, have difficulties in precisely interpreting terminology. Taxonomy is rife with homonyms and synonyms for both structures and states, and nuances in the definitions of terms used by different authors are considered important. Indeed interpretation of a description by a subsequent investigator is difficult out of its original context. This was one of the main drivers for our research, to develop a methodology for creating reusable descriptions using unambiguous, well-defined terms.  

Translation might be tractable if it were merely a problem of synonymy – where an alternative word could be attached to a common definition. However, the definitions require translation too, and almost synonymous words can have subtle or significant different semantics in different languages. Translation of quantitative data and simple qualitative data is achievable (e.g. flower, blue with 5 petals (although some languages use the same word for blue and green!)) but could we ever be certain that translation of more complex states was accurate?

I see from one of the SDD Schema notes about berry translation into French and Chinese that you are well aware of this problem and would have to represent them with separate glossary entries – this implies that a glossary would include English and Chinese terms – (without mappings between them).  Such a glossary would become enormous, and if you accept that you can't map Chinese terms to English terms how could there ever be mapping of English and Chinese term within one description. I just think this is too complex to consider……

d. Multiple expertise levels

I am similarly suspicious of the necessity for including the ability for recording different expertise levels in one document format. Is SDD proposing/allowing multiple representations within the same document : or just that the same format/standard can be used for documents aimed at different expertise level.

There clearly is value in being able to extract/translate simple language descriptions from complex data resources – as is necessary for compiling flora and keys from monographs and original descriptions. However, is including the ability to describe descriptive data in language suitable for primary schoolchildren relevant to an accurate scientific database of taxonomic data. [Again this would appear to be a political requirement??]

e. Defining the Description Terminology
Aspects of this correspond nicely with Prometheus' ideas about the necessity of a well-defined terminology for description.

Firstly, in my mind, defining terminology and recording descriptive data are two very separate conceptual processes (although the distinction is less clear in the real world..). I am happier now that I understand that you are going to 'modularize' the root Sections, I find it conceptually easier to think of the sections as separate standalone schemas – and think that our taxonomists would too. However, fitting all the sections into a single overall superschema has obviously been necessary for integrated development.  As long as the modules remain fully compatible, users (including application developers) will probably be happier to work with the modularized sections – i.e. keys or descriptions or terminology.

However, In order to (easily) retain full compatibility of the sections I think that they have to remain part of the same overall schema for future development, (but for users must be readily presented, described, and documented independently).

Clearly SDD is being designed to allow descriptions with different levels of 'mark-up' to be held; from natural language, through partially marked up to wholly expressed in terms of the defined terminology. 

· I am unclear as to what extent a single description can combine elements of these formats. 

· I am also unsure as to how well defined the terminology MUST be within SDD (e.g. does a glossary entry require a definition and authority – or could bare words with no definition or relation ship to other terms be included) 

· I am still quite confused about HOW PRECISELY a terminology CAN be defined within a SDD document. e.g. how accurately can a term be defined in terms of relationships with others, I understand that these relationships are captured by the concept trees, although again a (visual) model detailing this would clarify.  

Our experiences suggest that there has to be a degree of ruthlessness in enforcing rigorous definition of data (if that is what is desired for a given project) – for example, if a free text alternative is provided to creating/using a defined term – free text will be used…..Unless SDD enforces exclusive use of the defined terminology for a 'well-defined' description, it may be difficult to interpret the information saved, being a mixture of defined terms and natural language.

If SDD's goal is to be a unifying schema to capture various data sources, compliance to a rigorous terminology is not an issue for SDD – it just records the data…but if the SDD schema is the means to create and represent the defined terminology then it is assuming a much more proactive role.

· Are you suggesting that the SDD Terminology Section will be adequate and appropriate to store and represent any (allowed) defined terminology?

· Is the standard going to allow descriptions to reference other defined terminologies?

· Would SDD only accept Data marked up in an SDD terminology?

· Would existing terminologies have to be translated/mapped/redescribed in SDD format?

· Who is going to create terminologies, e.g.gusers on an adhoc basis, or expert user groups?

· Is it an aim to promote re-use and sharing of terminologies?

· Is there going to be policing of SDD terminologies, e.g. maintaining versioning, additions etc?

· How was the terminology section created – by examining examples of terminology specifications, ontology representations etc?

· Does it form a standard template for storing a terminology? 

· Is it compatible with any existing tools, standards or formats – e.g. ontology editors?

Many of these points are (unresolved) issues that have presented themselves as Prometheus has thought about defining descriptive ontologies for botanical specimens. Ultimately we decided that we would only get answers if we actually developed a model ontology and saw how it worked in practice by providing applications that allowed taxonomists to create and use descriptive ontologies for real description work. (Standards are never adopted unless there is some demonstrable benefit to the user, and applications that use them are provided).

Our taxonomists felt that getting wide adoption of a standard description ontology would be difficult; each group (and more alarmingly, each individual) would want their own personalised ontology, with their favourite terms represented etc. As a compromise, to try and 'impose' standardisation on only a small domain we created a terminology for angiosperms, dealing only with the sort of macroscopic anatomical structures and characters studied in classical botanical taxonomy. We are now hoping to demonstrate its effective use by our taxonomists and see whether other taxonomists will come on board and try it, or whether they will demand personalised ontologies. We will the have to see if we can accommodate alternative ontologies in one system, or whether data will essentially be standalone if it is recorded with a separate ontology. 

2. More detailed consideration of the SDD Terminology Section

Brief description of the Prometheus defined terminology


Fig. 4. Concepts and relationships in the descriptive term ontology. All terms are specializations of Defined Term. Structures can be 'Part-Of' other structures recursively, and may have attribute: Type (itself a specialized Structure). States are composed into groups, which may be restricted to ('applies-to') certain structures. Therefore these state groups may represent 'de facto' properties, which may include a structural context. Alternatively states can be considered to describe a given property, which may be applicable to only certain structures.  

We built our terminology 'bottom up'

· The basic building blocks are defined terms – which are a word/label plus a textual definition (+citation, author, image etc as available)

· we eventually recognized and distinguished a number of termtypes

· STRUCTURE_TERM 

leaf, petal etc
· REGION_TERM

apex, base etc.
· GENERIC_STRUCTURE
hair, pore etc.

· FREQUENCY_MODIFIER
rarely, usually etc
· QUALITATIVE_STATE

round, pubescent, green etc
· QUALITATIVE_PROPERTY
shape, texture, colour etc
· QUANTITATIVE_PROPERTY
length, width, height etc
· RELATIVE_MODIFIER

to, ratio

· RELATIVE_VALUE

<,>,= etc.

· SPATIAL_MODIFIER

at, above, between, etc
· TEMPORAL_MODIFIER
during, before etc
· UNIT_TERM


millimetre, foot, degree etc
· it is the aim of Prometheus to entirely compose descriptions from these defined terms, in units called Description Elements (recording a structure, property and score (state)) with optional modifiers etc. We therefore bypass/replace the need to define characters, preferring to score atomic description statements. (It may not be possible to capture some information in this fashion, we will allow temporal and landmark statements to assist this e.g. in the spring, at chest height; and may allow free text notes to be associated with a description, however, these parts of a description will be undefined and not amenable to  subsequent query/comparisons.

· to further define the terms in the 'ontology' we allow a number of relationships to be expressed

· Part_Of:
an aggregation relationship, we are not distinguishing part_of and joined-to, but have only one structural relationship covering all. This relationship allows any structure to be potentially part of one or more other structures, forming a directed acyclic graph representing all the possible structural relationships of structure terms in the ontology

· Type_Of:
(similar to the SDD Kind_of/Is_A)  We allow a structure to be defined as a type of another structure if it always has a number of states about it (e.g. a berry is a type of fruit). Structures defined as a type of a structure cannot participate in the structural (part of) hierarchy, neither can regions and generic structures – which we consider can occur anywhere in the hierarchy

· StateTerm_AppliesTo_PropertyTerm

· StateTerm_BelongsTo_StateGroup

· PropertyTerm_AppliesTo_StructureTerm

· StateGroup_AppliesTo_StructureTerm 

These last four relationships represent two alternative ways to group states and restrict which structures they are allowed to describe. We initially proposed that each state could be identified as describing a particular property, and that only certain properties might be applicable to a particular structure. However, unambiguously categorising states by property proved difficult for our taxonomists; but they could group the states into usage groups of states that tended to be used together, describing alternative etc. These usage groups (called state groups) can be considered de facto properties, and again may be restricted to applicable structures.

Note: we (the computer scientists) have derived a different model of the property state relationships, where there is a hierarchy of properties, and states which belong to a property node automatically belong to its parents. This can be combined with a contextualisation, which allows sets of states (which belong to the same property, at least at some level in the property hierarchy) to be associated with structures. Whilst we convinced ourselves this was a workable and logical approach, it was overly complex for the taxonomists, who preferred flat lists/sets of states. This may be relevant to the implementation of the SDD concept tree organisation of characters……which appears to be conceptually complex.

The Prometheus model/implementation of a defined description terminology is clearly much simple and less expressive than the SDD schema model. However it was developed to provide what taxonomists perceived that they required (for classical botanical descriptions in the angiosperm domain). It reflects our requirements for

· a well defined terminology which allow descriptions to be comparable

· which should include structural context information that can explicitly record which structure in which context is being described

· a way to group states into usable groups that reflected current taxonomic practice

· a sufficiently expressive language to capture the nuances of natural language description (hence modifiers…)

The SDD Schema Terminology (in relationship to the Prometheus Terminology).

SDD proposes recording terminology definitions in the TerminologySectionType, which is made of a number of subelements. 

· Glossary; contains glossary entries that define parts, states, properties and methods 


Note: P. does not have a notion of 'method by which SDD proposes to capture the measurement methodology, nor does  P. in fact represent statistical measures. Representation of a methodology could improve P. and allow representation of measurement definitions. (e.g. we have a general definition of length: < from apex to base of the specified structure> –but  to capture different length measurements requires complicated scores using modifiers: <from x to y>; specifying a methodology (like SDD) would allow this – but again this might be a scoring time definition only – not global/ontology level.  


– the representation of each glossary entry can contain
· term  (the bare word  - as in Prometheus - 
· a detailed composite definition OR merely an external reference to such


Note: P. requires a definition to be recorded explicitly, with optional external references etc., whereas these are alternatives in SDD. If the SDD.Terminology is to be used for recording defined terminologies I think that recording an explicit definition should be required, so that the defined terminology is standalone and internally complete (and can be queried locally for example). Of course some modularity might be provided by allowing extension of or inclusion of existing SDD.Terminologies in new Terminologies

· annotation essentially comments??
· media resources – complex holder (so far P. has only considered images..)

· kind_of relationship (list)  - (Similar to P. TypeOf)

· part_of aggregation (list) – (Similar to P. PartOf)

· Adjacent_to (not sure if also having connected_to) 

Note: P. considered a similar associated_with relationship to express this information – however it was felt that often this information should be collected at scoring time, not in the terminology – however, the taxonomists would like some control over the order/organisation that structures are displayed in beyond that captured by the compositional relationships. [i.e. this information appears to be more important for GUI/presentation information]


· Synonymous_to relationship (list)

Note: P. is hoping to implement a system where only the bare terms/words are synonymous – i.e. they share identical definitions. This wouold allow favoured terms to be used – however, we are concerned that if people desire a different term this must imply a perceived subtle difference in meaning…which probably should be captured with a new definition

· related_to relationship (list)

Note: P. does not represent this, nor developmental relationships, as found in PlantOntology, GeneOntology etc

the next three elements seem to be globally defined lists that are used as common nuts and bolts terms to be used in any description

· CodingStatusValues seems to be a global enumerated list – to flag the status of how completely marked up the data is???

· StatisticalMeasures Prometheus has ignored this problem – hoping that it would be able to utilize other emergent standards. Whilst P. encourages (prefers) quantitative data, much of the data that we have been working with  - i.e. traditional botanical specimen descriptions are not statistically recorded – obviously other data sets will require this – as will the process of merging description data sets. 

· Modifiers  P. treats these as standard defined terms, though notes that, like unit terms they will probably be global in applicability

Note: essentially the complete Prometheus 'ontology' could probably be represented by the Glossary and Modifiers elements in the SDD Schema, although a more refined global description ontology probably should have the equivalents of  StatisticalMeasures and Methods. Because we have decided to try and represent characters in alternative fashion we do not use (?need) equivalents of the Character and ConceptTree elements. In place we need further relationships to group states and link these groups to the structures that they can describe. This is the main reason why the P. representation of descriptive data is conceptually so much simpler than SDD. However whilst our model is simpler to describe and explain to taxonomists, it does not closely mirror the character paradigm as traditionally represented. We argue that our representation will more readily support data integration and comparison.  Whilst the SDD Model does explicitly represent character, the complexities of the representation will need clear documentation, especially if to be understood by working taxonomists.

· Characters a list of Characters, which have label and may reference a glossary entry. they are detailed as one of a number of types numerical (integer or real), categorical (unordered or ordered states (with reference to the DELTA types)). States are defined by labels and reference to glossary entries (the details are getting very complex!!), or sets of generic states may be used (as defined by concept tree nodes), and categories can express mappings of states to other states – which associates similar or related states. 

Note: Our taxonomists wanted to create/see groups of states in a similar fashion to the SDD mappings of states described in characters. We tried providing this association as a sub groping of StateGroups.  However, they found these multiple groupings difficult to work with/distinguish and it did not assist them in finding states that they wanted when using our interface……. 


· ConceptTrees allow the hierarchical organization/relation of any concept type; structures, methods, properties, states etc.  A Tree has label, annotation, type and contains a (root) concept node, which can recursively have a subnode hierarchy of concept nodes – ending in leaf nodes which are characters (?? doesn’t make sense to me for trees of structures etc., are all trees character trees???). The concept nodes can have labels and refer to glossary entries (again not sure why this multiple complexity here) and can record dependencies that determine whether a node and its subnodes are active dependant on a given state (this seems a very simple mechanism compared with the rest of the schema!!!). A node can have a set of defined generic states associated with it –which have a label and may correspond to glossary entries (again details of the model are not clear from the schema alone).

Note: ConceptTrees are clearly a complex and expressive means to relate character definitions, states, structures etc. But the details are relatively impenetrable without a detailed primer. Furthermore, it is not clear how and why they are used and by whom, and by what sort of applications (i.e. they are clearly not for hand coding).
The Structure of SDD Descriptions

NaturalLanguageDescription vs. CodedDescription

Prometheus only handles 'coded' descriptions, with minimal free text annotation (although it could also store an associated Natural Language description….) We hope to autogenerate some form of readable description by querying stored data.

A SDD NaturalLanguageDescription can apparently store any amount of coded description data (using defined terminology). This could be used to allow storage of legacy data, partially marked up data, data that can only be partially marked up, a dual representation of data in natural language and marked up…..

It may not be desirable to use this flexible format for de nova description data as it might encourage/allow bad practice where 'difficult' data is merely demoted to natural language.

CodedDescription

Quote: A strict and largely language- independent description entirely controlled by the terminology defined in the current project.

Not sure what is meant by language independence – given that we must use language to define all of our concepts…..and considering the translation problems already raised. We think that data (particularly qualitative data) will always be semantically constrained as we can only describe the world by partitioning it semantically: for example, any sense of property is a semantic constraint - how do I know that blue and red are describing different states of the same thing and that a comparison of them is meaningful and yet a comparison of red with rough is not. I take it that you mean that all the description data in a CodedDescription uses the terminology defined in the associated SDD.Terminology section. I don’t believe that it will be easy to have an accurate multiple language translation of a terminology of any reasonable complexity.
A Coded Description is for ether an object (e.g. taxon) or class (specimen). Prometheus similarly (will) distinguish between these – and the type of description may alter the interpretation of some of the data stored (e.g. the interpretation of AND/OR statements). We are also considering a third class of 'Virtual' Descriptions to represent variation that is observed in a taxon – but not explicitly captured by a real specimen. CharacterData can contain individual Characters or linked sets of Characters (in ObservationSets).

Note: Prometheus links associated states by means of the structure identity – our taxonomists have some difficulty understanding this mechanism in practice (although it was designed in collaboration with them…) and they may prefer an alternative representation similar to an observation set – however these problems might well be an issue of interface visualisation/representation rather than a problem with our underlying datastructure.

Characters can have multiple states and or statistical measures, where a scored state refers to one in the character definition. 

"The coded description is entirely controlled by the vocabulary and structures defined in the Terminology section. It contains keyrefs to descriptors and modifiers (plus numerical values for measurements). Free-form text is allowed in Notes or Annotation only. Separating data and terminology allows rearranging and refactoring the terminology, multilingual support through central terminology translations, and multiple hierarchical views."

Note: the above quote summarizes well many of the features we feel to be important for Prometheus: particularly the separation of data and terminology. A problem that we might find with SDD and other DELTA based representations is that there is a linkage between character definition and description. This is an inevitable consequence of the current modus operandi of taxonomists, who compose characters as part of the descriptive process.
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